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Abstract. This paper presents an index to calculate the degree of interestingness of space-time patterns discovered
by a data mining algorithm. We focus on streams of events represented by a three-dimensional point containing the
geographical coordinates and a time stamp. Our metric evaluates the strength of the association between the spatial
coordinates and the temporal coordinates. It is able to capture complex non-linear associations. We show how to
estimate our measure avoiding the curse of dimensionality.

Categories and Subject Descriptors: G.3 [Probability and statistics]: Correlation and regression analysis; H.2.8
[Database Applications]: Data mining; I.2.6 [Arti�cial Intelligence]: Learning

Keywords: association analysis, correlation, stochastic process

1. INTRODUCTION

One of the most important and well researched techniques of data mining is the discovery of association
rules in databases. The objective is to distinguish frequent patterns pointing to correlations or causal
relationships among sets of items. This mining process easily discovers an extremely large number
of patterns that exceed the user capability to comprehend or validate the resulting rules [Zaki and
Jr. 2014]. To address this problem, various strategies have been suggested to reduce the number of
patterns, allowing only those deemed interesting to be under consideration such as those satisfying
certain criteria as coverage, leverage, lift or strength. Several diversity measures have been used as
heuristic measures of interestingness for ranking summaries generated from databases. These measures
can be divided into two categories: objective and subjective measures [Hilderman and Hamilton 2003]
and they include the use of statistical correlation thresholds to prune rules [Piatetsky-Shapiro 1991],
the average information content of a probabilistic classi�cation rule [Smyth and Goodman 1991],
itemset measures [Agrawal and Srikant 1994], and surprisingness, a measure based on the strength of
the presence of Simpson's paradox in the data [Freitas 1998].

In this paper we focus on a speci�c type of data with a structure that is not typical on data mining
studies: space-time events (x, y, t) represented as points in R3. Many situations generate this type
of data such as crimes, disease patient residence addresses, or car accidents geographically located
within a city and with a time stamp. Another example is a sequence of twitters issued at speci�c
spatial coordinates (x, y) and time t. These data can appear in the form of streaming events or as a
static database with the events that happened in a certain past period. Figure 1 illustrates the type
of data we are interested. The plane represent the geographical space while the vertical axis represent
time since an arbitrary origin. The events are points in the three-dimensional volume but to better
visualize them we use arrows. Each arrow represent an event and the arrows emerge from their spatial
coordinates (x, y) in the plane, indicating the geographical location of the events. The arrow extends
up to a height t equal to the time when the event occurred.
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Fig. 1. Pattern of events in space and time.

Many interestingness measures have been proposed to select rules in datasets where the rules are
typically based on counts of categories but, so far, there is no measures for the type of data we study
in this paper. Two very important aspects of the point pattern data structure must be taken into
account: (1) the conceptually continuous nature of the space and time dimensions, and (2) the lack of
monotonicity in any type of association one can think of between space and time. These two aspects
make our task much harder than what one �nds in the usual data mining literature. As we will argue
in the rest of this section, these two aspects render all the usual interestingness measures useless for
our problem.

In most domains, it is common to �nd substantial geographical variation re�ecting a nonuniform
geographical distribution of the population generating the events or the unequal distribution of en-
vironmental elements. As a result, we observe some regions of the map highly densely populated of
events while others have a small number of events sparsely spread. It is also usual to �nd purely tem-
poral clustering due to seasonal e�ects or other time trends caused by the di�erent events' intensity
along the year, during daytime and nighttime, or during weekdays and weekends. The consequence
is to observe large �uctuations and historical trends upwards or downwards on top of periodical os-
cillations. These purely spatial or purely temporal patterns are easily analyzed considering either the
geographical map or the events' time series.

Our interest in this paper concentrates on the joint association between the spatial and temporal
intensity. We are concerned with the mining of patterns showing some kind of interaction between
the space and time dimensions rather than simply re�ecting the marginal distributions of events in
the map or along the time. Hence, the location of clusters in space (areas with high intensity) is not
a concern for us. Likewise, the identi�cation of temporal patterns is not also a focus here. The space-
time patterns in which we are interested must have the spatial and temporal dimensions interacting in
a joint way such that they can not be predicted solely out of the marginal patterns. These space-time
patterns include the detection of localized clusters in the space-time three-dimensional cube [Assunção
et al. 2007], [Neill and Moore 2003], [Wong et al. 2002]. Another pattern of interest is the emergence of
space-time clusters. In this case, clusters of high intensity start small in extent and with low intensity
but, as time accrues, grows in intensity, possibly to ever larger areas [Neill et al. 2005], [Assunção and
Correa 2009], [Kulldor� et al. 2005], [Iyengar 2004].

Most of the techniques to identify these patterns are based on statistical tests of hypothesis, such
as those used in [Neill and Moore 2003], [Wong et al. 2002], [McFowland et al. 2013], [Kulldor� et al.
2005]. In this case, patterns are selected if they lead to signi�cant tests or small p-values. However,
it is well known that highly statistical signi�cant �ndings can be substantially irrelevant [Lauw et al.
2006], [McCloskey and Ziliak 2008]. The reason for this problem is the in�uence of the sample size
in the statistical test behavior. The larger the sample size, the larger the statistical signi�cance of
hypothesis tests. Large sample always invariably lead to highly signi�cant results even if they are
irrelevant in practical terms. Therefore, after identifying patterns that can not be accepted as usual
or common by means of statistical inference, it is necessary to measure the degree to which the patterns
are relevant.
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In our case, this means that we want some interpretable measure of the degree to which space and
time are associated. This is not a simple task as space and time can be associated in an in�nite
number of ways. Typical association measures between quantitative or qualitative variables can not
be translated to this situation as they impose restrictions on the type of relationship between variables
that are not valid in our problem. For example, correlation coe�cients, such as Pearson correlation
or Kendall's τ rank correlation coe�cient, assume a monotonic relationship between the variables: as
X increase there is a stochastic tendency of increase (or decrease) on the values of Y . This is clearly
inadequate on our case. There is no sense in assuming that as time passes, the spatial coordinates of
the events will tend to increase (or decrease).

The lack of interaction between space and time means that the spatial distribution of the events'
locations (x, y) does not change as the time passes. Equivalently, we can think that the temporal
distribution is invariant by spatial location. It is not clear how to measure the degree to which there is a
departure from this assumption given a speci�c instantiation of point pattern events. More challenging
yet, the measure should be interpretable and have a scale allowing to decide when the departure is
substantial in a meaningful way. Therefore, our problem can be summarized in the following way:
mining a space-time dataset, one can �nd many statistically signi�cant clusters of points by using
statistical hypothesis tests methods. Then, one needs to evaluate either this statistically signi�cant
clusters have any practical relevance or are purely driven by large sample sizes.

We adopt a predictive approach in this paper. We derive a new measure that predicts quantitatively
how much of the spatial distribution of the events can be predicted by its time stamp. That is, imagine
an algorithm predicting the spatial location of an event based on the knowledge of the marginal spatial
distribution. Now, consider the enhancement in this predictive task one can achieve by knowing the
time stamp of the event. The expected di�erence in the amount of correct geographical location would
provide a measure of the degree in which space can be better predicted by knowing the time. We can
also exchange the order of the dimensions to measure how much of the temporal distribution can be
predicted by the geographical location of a given event. Obviously, as in the case of bivariate random
variables, this measure does not should be symmetrical: one can predict quite well a variableW based
on the values of another variable V and, at the same time, do a poor job when predicting V based on
W .

We start by the partitioning of the space-time volume into �nite bins. Next, our measure results
from rigorously taking a limit process as the number of bins goes to in�nity and their volumes go
to zero. This results in a continuously based measure that respects the continuous nature of our
problem. At the same time, it is completely general, allowing to any type of interaction between space
and time. Moreover, it is interpretable in terms of the prediction improvement one gains by knowing
one dimension, either space or time. We show how the measure can be evaluated with a �nite number
of events and illustrate its use with crime data.

2. A SIMPLE TWO-DIMENSIONAL CASE

We start with the simplest case in which the space X is one-dimensional (such as along a street or
along the coast) and time is represented by Y , both seen as random variables. We show how to derive
an association measure that does not depend on proprieties such as monotonicity of the in�uence of
one variable on another. Suppose we observe a sample of N independent pairs {(xi, yi), i = 1, . . . , N}
of the random vector (X,Y ) with continuous probability density f(x, y). Consider a regular grid with
sides of lengths ∆y and ∆x in the vertical and horizontal directions, respectively.

Ignore initially the information on y, the variable represented on the vertical axis; we wish to classify
the N points into the bins on the horizontal axis according to their marginal distribution. That is,
we assign the N points to the horizontal axis bins according to a multinomial distribution, where the
i-th horizontal bin has probability n·i/N with n·i being the number of points whose x-coordinate lies
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within the i-th bin. This generates a probability measure P(·).

For a point randomly selected among the N , let Ci denote the event that truly belongs to class i
(that is, its true column label is �class i�), and let Di denote the event that the randomly selected point
has been correctly assigned in class i. The event D = ∪iDi is the correct assignment of a randomly
selected point to its horizontal class. Hence, the rate A of correct assignments in the classes (or bins)
of length ∆x of the horizontal axis (per unit x-length) is given by

A =
P (D)

∆x
=

1

∆x

∑
i

P (D ∩ Ci)

=
1

∆x

∑
i

P (D|Ci)P (Ci)

=
1

∆x

∑
i

P (Di|Ci)P (Ci)

=
1

∆x

∑
i

P (Di)P (Ci) ,

where the last equality is justi�ed because the assignment mechanism is the same for all points, and
therefore it is independent of the true label of the point.

Let xi denote the midpoint of the i-th horizontal bin with length ∆x, and let fX denote the
marginal density of the random variable X. Then, we have P (Ci) = fX(xi)∆x + o(∆x) and also
P (Di) = fX(xi)∆x + o(∆x). Therefore, the rate of correct assignments can be written as

A =
1

∆x

∑
i

fX(xi)∆x fX(xi)∆x +
1

∆x
o(∆2

x)

=
∑
i

f2X(xi)∆x + o(∆x)

Hence, as ∆x → 0,

A −→
∫
f2X(x)dx =

∫
fX(x)fX(x)dx = E [fX(X)]

Therefore, as ∆x → 0, we have A→ τX where

τX =

∫
f2X(x)dx = E [fX(X)] . (1)

That is, the probability rate of successful prediction of X (by unit x-length) without any additional
information is the expected value of randomly evaluated density fX(X).

We shall now evaluate how this prediction ofX can be improved when there is additional information
on Y . The events D and Di, which are used to denote a correct classi�cation, refer now to a modi�ed
assignment mechanism, one that is de�ned on bins in the support of Y . Since Y is a continuous
random variable, we discretize its support with bins of length ∆y. We repeat the calculation of the
rate A for points in each discrete y-bin and sum over all these y-bins. More speci�cally, let Ej be the
event that the randomly selected point belongs to the j-th bin Ij in the support of Y . The midpoint
of this j-th bin Ij is yj . We calculate the same measure A that was de�ned previously, but now we
condition on the event {Y ∈ Ij}. We average the results to obtain:

B =
1

∆x

∑
j

P (D|Y ∈ Ij)P (Y ∈ Ij)

=
1

∆x

∑
j

∑
i

P (D ∩ Ci|Y ∈ Ij)P (Y ∈ Ij)

=
1

∆x

∑
j

P (Y ∈ Ij)
∑
i

P (D|Ci ∩ {Y ∈ Ij})P (Ci|Y ∈ Ij)
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We have

P (D|Ci ∩ {Y ∈ Ij}) = P (Di|Ci ∩ [Y ∈ Ij ]) = P (Di|Y ∈ Ij) ,

and hence

B =
1

∆x

∑
j

P (Y ∈ Ij)
∑
i

P (Di|Y ∈ Ij)P (Ci|Y ∈ Ij) .

Let fY denote the marginal density of Y , and fX|Y ∈Ij denote the conditional density of X given
Y ∈ Ij . Then,

B =
∑
j

fY (yj)∆y

∑
i

f2
X|Y ∈Ij (xi|Y ∈ Ij)∆x +

o(∆2
x)o(∆y)

∆x
.

Therefore, as ∆x → 0 and ∆y → 0 independently, we have B → τX|Y where

τX|Y =

∫ [∫
f2
X|Y =y(x|Y = y) dx

]
fY (y) dy

= EY

[
EX|Y f(X|Y )

]
. (2)

The association measure we propose is the relative additional predictive ability of using the Y
variable to predict X:

τ =
τX|Y − τX
τX|Y

= lim
B −A
B

. (3)

Our index τ measures the expected relative loss one incurs by ignoring the distribution of Y when
predicting X.

The interpretation of τ as a relative loss is granted if τ ∈ [0, 1]. This is indeed true. Since τX > 0,
we only need to prove that τX|Y ≥ τX . Obviously, we have∫

f2X(x)dx−
∫ (

fX(x)− fX|Y (x|y)
)2
dx ≤

∫
f2(x)dx

where the equality holds only when fX(x) = fX|Y (x|y), almost surely in x and y. Expanding the
square of the second term in the left hand side, the �rst integral is canceled out and the inequality
reduces to

2

∫
fX|Y (x|y)fX(x)dx−

∫
f2X|Y (x|y)dx ≤

∫
f2X(x)dx

Taking the integral with respect to y on both sides of this last expression, we can prove that τ =
1− τX/τX|Y ∈ [0, 1].

It is clear that, if X and Y are independent, we have τ = 0. Additionally, if X is function of Y ,
then τ = 1.

As an example, consider the bivariate normal distribution where X ∼ N(µX , σ
2
X), Y ∼ N(µY , σ

2
Y ),

and the correlation coe�cient ρ. It is a simple calculation to obtain

τX =

∫
f2X(x)dx =

1

2σX
√
π

and, since X|Y = y is also a normal distribution, to obtain

τX|Y =

∫
1

2σX
√
π(1− ρ2)

fY (y)dy =
1

2σX
√
π(1− ρ2)

Therefore,

τ = 1−
√

1− ρ2 ,
providing a simple relationship between τ and ρ.
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3. ASSOCIATION MEASURE FOR SPATIO-TEMPORAL POINT PATTERNS

In the spatio-temporal case of point patterns, the data are in three-dimensional space (see Figure 1).
The de�nition of τ follows the same line as in the bivariate continuous case. Rather than a bivariate
vector (X,Y ), consider now the random vector (X,Y, T ) = (S, T ), where S = (X,Y ). Let λ(x, y, t)
be the three-dimensional intensity function of the spatio-temporal process at the position (x, y, t). Let
µ = µ(A× (0, a]) be the expected number of events in the observation region, and de�ne the marginal
spatial and temporal densities by

fS(x, y) = µ−1
∫
(0,a]

λ(x, y, t) dt

and

fT (t) = µ−1
∫
A
λ(x, y, t) dx dy ,

respectively. Note that ∫
A
fS(x, y) dx dy =

∫
(0,a]

fT (t) dt = 1

Given that an event (s, t), where s = (x, y), occurs in the observation region, the functions fS(s) and
fT (t) represent the probability density of s and t, respectively.

The measure of association between space S = (X,Y ) and time T is τ = (τS|T − τS)/τS|T where

τS =

∫ ∫
f2S(x, y)dxdy = E [λS(S)] (4)

and S is a random point selected in the polygonA with probability density fS(x, y) = λ(x, y, t)/(µfT (t)).
The value of τS|T is calculated by

τS|T =

∫
BtfT (t)dt (5)

where

Bt ==

∫ ∫ (
λ(x, y, t)

µλT (t)

)2

dxdy = E
[
λS|T=t(S)

]
.

4. ESTIMATING τ

In practice, τ must be estimated. One simple way to estimate A in (4) is to obtain a smooth kernel
estimate of fS(·, ·) and then integrate its square value numerically over the region. For example, (4)
could be estimated by

Â =

∫ ∫
f̂2S(x, y)dxdy

where f̂S(x, y) is the smooth kernel estimate of fS(x, y).

However, this approach does not work when we try to use it to estimate τS|T in (5). This is because

we need to estimate fS(x, y|T = t) = λ(x, y, t)/(µfT (t)) for each t in a �ne grid. Typically, there will
not be enough points in the small time interval [t−∆, t+ ∆] to estimate the spatial density of (x, y)
given the time T = t.

To solve this problem we adopt a bootstrap procedure, by recognizing that E [fX(X)] is a convo-
lution density at the value zero. Suppose that X1 and X2 are independent copies of the continuous
random variable X. Then, the density of W = X1 −X2 is given by

fW (w) =

∫
fX(x− w)fX(x)dx
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which, evaluated at w = 0, gives

fW (0) =

∫
f2X(x)dx = E [fX(X)] .

Therefore, if we have a large sample of the variable W = X1 −X2 and use this sample to calculate a
kernel-based estimate f̂W (w) of its density fW (w), the value f̂W (0) will be an estimate of E [fX(X)].

Suppose we have a sample X1, . . . , Xn of X. Generate a large bootstrap sample with b elements
given by (X11, X21), (X12, X22), . . . , (X1b, X2b) where allXij are selected independently and with equal
probability from X1, . . . , Xn. De�ne Wi ≡ X1i−X2i. Based on these b values of the random variable
Wi, estimate the density fW (w) using a kernel-density estimate, and evaluate it at w = 0.

5. SPACE-TIME BURGLARY MAPS

Data are the location and occurrence times of 2688 residential burglaries recorded by the police
from January 01, 1995 to December 31, 2005 in Belo Horizonte, a city with approximately 2 million
inhabitants in Southeast Brazil. This period witnessed a large increase in crime, with the annual
burglaries counts from 1995 to 2005 given by: 89, 82, 87, 137, 119, 248, 180, 260, 463, 508, 515. One
concern of the police was the possibility that a burglary in a household would be quickly followed
by another crime nearby. In the US, this is called the near-repeat crime and criminologists test this
hypothesis using the Knox test statistic.

Knox test [Kulldor� and Hjalmars 1999] is based on the number N of pairs of events that are near
each other in space and, at the same time, with a small temporal gap between them. Thresholds
must be �xed to classify each pair of events as near in space or close in time. The random count N
has approximately a Poisson distribution under the null hypothesis. The results of the Knox test are
shown in Table for several distance and time thresholds. All p-values are smaller than 0.05 indicating
that there is evidence of space-time for all threshold choices.

Table I. Knox test statistic applied on the crime dataset. The distance and temporal thresholds are indexed by the
rows and columns, respectively. In each cell, we have the observed and expected value of the number of nearby pairs of
events, and the associated p-value.

Distance (km) Time (days)
15 30 45 60

500 281 450 659 840
171.73 328.91 484.41 635.32
0.001 0.001 0.001 0.001

1000 737 1329 1897 2458
587.01 1124.30 1655.85 2175.11
0.001 0.001 0.001 0.001

1500 1385 2541 3634 4793
1208.9 2315.1 3410.1 4479.49
0.001 0.001 0.001 0.001

2000 2207 4082 5901 7765
2030.07 3888.18 5726.46 7522.25
0.001 0.002 0.015 0.003

Using our association measure, we �nd τ < 0.16 in 200 bootstrap simulations. Given that τ ranges
over the [0, 1] interval, this value for the observed τ is rather low, implying that the space-time
association is weak. This means that, even in the case of a signi�cant test, there is no interesting
pattern to be reported here. Although the statistical test detects an interaction between space and
time, the association between space and time is so weak that it does not merit serious attention.
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The only reason to appear signi�cant is the large number of events involved in the statistical test of
hypothesis.

6. CONCLUSION

In this paper, we introduce a rigorously de�ned measure of the degree of predictability of the spatial
locations of events given their time occurrence. The measure is equally applicable by reverting the roles
of the two dimensions. The formula can be estimated from statistical data using a convolution trick to
avoid the curse of dimensionality one incurs by conditioning in one dimension. The convolution trick
avoids the meager dataset one would have at hand when conditioning on the other. We illustrated the
use of the measure with an example based on crime data. It has not escaped our attention that this
measure can be generalized to much more abstract situations. We are studying their extension to other
random data structures such as vectors of arbitrary dimensions. Other possibility more interesting
is when we substitute the temporal dimension by another data structure such as a time series or a
random surface/image. In principle, it is feasible to extend our measure to evaluate the degree of
association between the random geographical locations and abstract random marks (time series or
image) associated with each event.
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